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1 Introduction 

Motorsport is a world of challenges; automotive companies are continuously under 

pressure to set new lap time records, develop and deploy new technologies and to 

keep on breaking their own records. Race cars are characterized by highly developed 

assemblies, engines, chassis and highly developed aerodynamic characteristics. 

The aerodynamic characteristics of vehicles are an essential factor for race cars. They 

have a direct influence on the driving speed and the cornering and braking behavior. 

Optimizing the aerodynamics of a vehicle is a difficult task. It requires experience, the-

oretical knowledge, experimental data from wind tunnels and simulations on modern 

high-performance computers. Simulations nowadays are an integral part of vehicle 

development and thus an integral part of everyday engineering life. Computational 

Fluid Dynamics (CFD) is a flexible and fast alternative to wind tunnel experiments. CFD 

offers almost unlimited possibilities for the analysis of the flow field. Coupled with the 

computing power of today's computers, CFD makes it possible to develop more com-

plex aerodynamic components and further increase the performance of a vehicle 

without building and testing every design option in the wind tunnel. 

First, this eBook will give an overview of several simulation methods. Next, Altair ul-

traFluidX 2019, which is based on the Lattice Boltzmann Method (LBM), will be pre-

sented. To help you to get acquainted with the practice of setting up a simulation with 

Virtual Wind Tunnel for ultraFluidX 2019 (VWTuFX), a simulation will be set up for 

ultraFluidX using the egn18-model provided by the Formula Student Team "e-gnition 

Hamburg". Finally, a discussion of the results will be presented to conclude the eBook. 

This eBook is an addition to the Altair CFD-Solvers eBook collection, which already 

includes “Learn External Aerodynamics with Virtual Wind Tunnel” [1]. For following 

all the steps in the guide, the HyperWorks CFD solver-package 2019 (hwCFD) and 

VWTuFX are required.  
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2 Aerodynamics of Racecars 

In the case of conventional ground transportation vehicles, the biggest portion of 

the driving resistance is caused by the aerodynamic drag. Moreover, there are ad-

ditional secondary goals, such as driving stability and ride comfort, that are influ-

enced by the vehicle’s aerodynamics. When it comes to racecars, factors like brake 

and cornering behavior become even more important. For such a sophisticated 

level of aerodynamic optimization, it is very important to have as much knowledge 

as possible about the flow field around the vehicle under consideration. A suffi-

cient level of theoretical knowledge is required as well. 

This chapter is mainly about the theory of air flow around automotive vehicles. 

We start with a general overview of the flow phenomena involved and subse-

quently present different methods for the calculation of aerodynamic loads. Next, 

the impact of the aerodynamics on the driving behavior is explored. Finally, we 

conclude the chapter with a study of aerodynamic devices, which can be used to 

improve the aerodynamic behavior of a vehicle. 

 

2.1 Fundamentals 

The flow field around the race car includes the flow around the vehicle body itself and 

the flow through its heat exchangers. In general, vehicles are nothing more than bluff 

bodies that have a relative movement at a small distance from the ground. The outer 

geometry of these bluff bodies, however, is usually very complex. 

Neglecting the weather conditions (such as wind gusts), the vehicle can be assumed 

to be surrounded by stationary air. Due to its movement, the car hence encounters 

oncoming flow whose speed corresponds to the travel speed. A boundary layer is 

formed in the immediate vicinity of the vehicle (see Figure 2-1). Outside of this 
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boundary layer, the effects of viscosity can be neglected. In areas where the flow sep-

arates, such as in the rear area of the vehicle, backflow areas or dead air areas are 

formed where the movement in the fluid is determined by friction [2]. As a measure 

of the ratio between inertial and viscous forces, the Reynolds number is an indicator 

for the nature of the flow. In vehicle aerodynamics, the Reynolds number is usually in 

a range of 𝑅𝑒 > 106; hence, the boundary layers are predominantly turbulent [2].  

 

Figure 2-1 : Schematic flow around a vehicle - boundary layer separation 

The boundary layer mainly influences the local pressure and shear force acting on the 

surface. The boundary layer starts building up from the front of the car, initially lami-

nar, then transitioning to turbulent state. Turbulent flow generates additional shear 

stress which leads to an increase in the resulting forces.  

The laminar and turbulent boundary layer flow strongly depends on the local pres-

sure: In regions of rising pressure in the direction of the flow (adverse pressure gradi-

ent), the boundary layer can separate from the body, causing an increase in the pres-

sure drag on the car [2]. 

Since the aerodynamic description of a driving race car is the focus of this book, it is 

imperative to discuss the role of the moving ground. As described in [2] and [3], the 

relative motion of the vehicle to the ground causes a so-called ground effect. This 

effect is widely discussed in the field of aircraft wing aerodynamics, as it affects the 

wing during take-off and landing, and can be considered in terms of a span-wise and 

a stream-wise contribution. 
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The span-wise contribution is linked to the vortices forming at the wing tips, where 

air from the pressure side of the wing (lower side) moves around the wing towards 

the suction side (upper side), generating a wing tip vortex. Due to the small distance 

from the ground, the formation of these vortices is impeded, leading to a reduction 

in vortex-induced drag, while the effective angle of attack seen by the airfoil increases, 

allowing it to generate more lift.  

Furthermore, the air under the wing being “trapped” between the ground and the 

wing, the pressure under the wing increases, contributing to a higher lift. 

Both influences should also be considered for external automotive aerodynamics. 

However, as the design process of the car underbody and race car wings is aimed at 

creating a downforce rather than upward lift, the ground effect acts in an unfavorable 

way. For a car, the underbody is usually the position where the suction effect occurs. 

In this case, the length-related ground effect can be considered as the car and road 

forming a Venturi-like channel flow, with a nozzle near the car front and a diffuser 

towards the rear end of the car. The accelerating airflow under the car hence pulls the 

car towards the road [2]. 

Since vehicles usually have very large geometric differences and not all of them make 

use of the Venturi effect, the distribution of forces is very different for each vehicle. 

The forces are also dependent on the driving speed with a quadratic proportionality. 

To analyze the behavior of the kinematics, it is essential to consider the position and 

orientation of the underlying coordinate systems. We will distinguish here between 

an inertial, body fixed system used for the description of the car geometry, and a mo-

ment reference system used for deducing the aerodynamic moments.  

Concerning the inertial reference system, many Original Equipment Manufacturers 

(OEMs) introduce it in the symmetry plane of the car, and such that the Y-axis is 

aligned with the front axle of the vehicle. Sometimes the rear axle is considered, which 

is the case for the egn-18. 

The origin of the moment reference system for cars is often placed in the center of 

the rectangle formed by all the four tire contact patches. This is thus the reference 
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point for all the forces and moments that the vehicle experiences. This position is cho-

sen because it simplifies the relations describing the loads and gives direct simplified 

information about the driving behavior (see also section 4.3.1.). 

 

 

Figure 2-2 : Representation of the equivalent forces and torques on the vehicle as 
well as lift forces and lateral forces in the wheel contact surfaces [4]. 

The forces acting on the car body are converted to their dimensionless equivalents, 

the drag, lift and side force coefficients:  

                                                  ci =
Fi

Aproj,x∙0.5∙ρ∙u2 →   i ∈ {D, L, S}                                 (2.1) 

The coefficient 𝑐𝐿 can be divided into the front and rear part of the vehicle. This sep-

aration results in the coefficients 𝑐𝐿;𝑓 and 𝑐𝐿;𝑟. They describe the forces acting on the 

front and rear wheels and can be converted into a force analogous to 𝑐𝐿. The sum of 

these forces is equal to the overall lift force, 𝐹𝐿  =  𝐹𝐿;𝑓  + 𝐹𝐿;𝑟. 

A slightly different notation also exists for the moments and the corresponding di-

mensionless coefficients, shown in Figure 2-2 [4]. 𝑀𝑥 refers to the rolling torque, 𝑀𝑦 

is the pitch torque and 𝑀𝑧 is the yaw torque. The wheelbase of the vehicle is described 

with 𝑙0 and is used for the calculation of the coefficients (cf. Figure 4-9): 
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                                            cMi =
Mi

Aproj,x∙0.5∙ρ∙u2∙ l0
→   i ∈ {x, y, z} (2.2) 

The resulting forces and moments show an additional relation, which can be helpful 

at some point. It can be derived by putting all the information in one equation. 

                                   
(
cL∙Aproj,x∙u2∙ρ

2
−

cL,r∙Aproj,x∙u2∙ρ

2
)l0

2
=

cMy∙Aproj,x∙u
2∙ρ∙ l0

2
 (2.3) 

𝐶𝑀,𝑦 =
𝐶𝐿

2
− 𝐶𝐿,𝑟     as well as    𝐶𝑀,𝑦 = −

𝐶𝐿

2
+ 𝐶𝐿,𝑓 

The forces described are mainly caused by the pressure distribution on the vehicle. As 

already mentioned, the shear stress on the surface is also an origin of force. Its effect 

sums up to about 10% of the overall force acting on the vehicle body.  

The aim of vehicle aerodynamic design is to achieve the targeted design ideal with 

respect to these forces. For example, racing cars have a small drag value and a huge 

downforce value as the goal. To achieve this goal, the need for the aerodynamic opti-

mization of the vehicle geometry arises. The vehicle geometry can be designed to 

avoid a turbulent boundary layer and boundary layer separation by guiding the air 

around the vehicle in the optimal way. 

The aerodynamic drag is, alongside the rolling resistance of the tires, a major contrib-

utor to the overall driving resistance of the vehicle. As the power required for driving 

at a specified velocity is the product of the driving resistance and velocity, a reduction 

in aerodynamic drag contributes to a reduction in the power requirement – or, equiv-

alently, allows higher velocities for a given power consumption. 

In addition to the drag resistance, other forces also act on the vehicle as well. Lateral 

forces 𝐹𝑠 , for example, are generated if the flow around the vehicle is not symmetric 

along the longitudinal axis.  

The third force, the downforce (also called lifting force, especially for aircrafts), acts 

on the vehicle in a direction normal to the ground. It depends on the speed and the 

aerodynamic design. The origin of this force is the difference in pressure under and 

above the vehicle. The effects of these forces are very large for vehicles, and especially 

for racing cars, as they are directly proportional to the quadratic power of speed. At 
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300 km/h, formula one racing cars generate downforce three times their own weight 

[5]. 

The downforce can provide additional stability to the vehicle on the road. During cor-

nering and sudden speed changes, forces act between the tires and the road. If the 

forces on the tire become too high and the grip is not enough, the vehicle begins to 

slip [5]. Due to the static friction condition (𝐹𝑅 ≤ 𝜇 ∙ 𝐹𝑁), this is dependent on the 

normal force acting on the tires. If the normal force of the vehicle increases, higher 

lateral forces can be transmitted between the tires and the road without slip. Weight 

could be added, but this would affect the acceleration of the vehicle. The solution is 

downforce, resulting in better straight and cornering behavior without adding addi-

tional weight [5].  

When it comes to the cornering behavior of a vehicle, it is best if the aerodynamics 

are completely balanced. If the vehicle has more grip at the front wheels compared 

to the rear wheels, it oversteers when cornering. Conversely, if the vehicle has more 

grip at the rear wheels, it will understeer. The suspension, therefore, expects very 

well-balanced aerodynamics. The tires should have the same grip in the front and rear 

axle [6]. 
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2.2 Aerodynamic Devices 

An aerodynamic device can be anything which influences the flow in a specific way. 

One of the most well-known devices is probably the diffusor. Another might be the 

wing. In this chapter a small introduction is given regarding the commonly used aero-

dynamic devices. 

Almost every sedan-based racecar is equipped with a diffusor. To discuss the effects 

and the functionality in detail a schematic shape of an undertray is shown in Figure 

2-3. 

 

Figure 2-1: Schematic of an undertray 

The air in front of the car (position 0) has zero velocity and is in total equilibrium. The 

forward motion of the car influences the air flow around it. The air which is going to 

travel under the car accelerates, decreasing the pressure (position 1). Above the car, 

a low-pressure area is formed as well where the air accelerates around the front part 

of the car (position 2), but not as pronounced: The acceleration below the car is bigger 

due to the proximity of the ground (venturi effect). The diffusor is located at the end 

of the undertray (position 3), guiding the air flow back to free stream conditions. 

There, the air gets decelerated while the pressure increases. 

Besides using a diffusor, many racing cars have wings installed that pull the vehicle 

towards the road. However, the use of wings also creates drag in addition to the 

downforce. That is why the position and setup of the used wings should be thought 

through in detail. Let’s start from scratch. 
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The cross-section of a wing is called the wing profile. The distance from the front to 

the rear of a wing is called chord length c. If the wing profile is extruded into the third 

dimension, a wing with a wingspan b is created. The angle between the wings chord 

line and the direction of the oncoming flow is called the angle of attack α [2]. To dis-

play the processes that take place at the wing, the representation of a wing profile is 

used to give a small introduction. 

 

 

 

Figure 2-2 : (a) Pressure coefficient over a cambered profile (b) profile being ex-
truded to a wing (c) Angle of attack 

Figure 2-4 (a) shows the pressure coefficient at a cambered (i.e. nonsymmetric) wing 

profile. The wing profile is the S1223 RTL, a high lift profile designed for low speed 

aircraft. This profile has its highest curvature and thickness near the leading edge, and 

a sharp trailing edge [5]. The point at which the velocity vector stands orthogonally 

on the surface can be identified as the stagnation point; the area is colored red, indi-

cating high pressure. The angle of attack is 5 degree. If the angle of attack of the wing 

V∞ 

α 
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is changed, the position of the stagnation-point and the entire pressure distribution 

over the wing also changes. The pressure distribution is due to the different speeds 

and energy dissipation of the air flow at the lower and upper side. 

 

Figure 2-3 : Effect of distance from ground on the lift coefficient 

Mounting the wing, like in this example, in close proximity to the ground increases 

the negative pressure on the underside of the wing (ground effect) [5]. The downforce 

resulting from the airflow around the wing depends on its distance to the ground. 

Figure 2-5 shows that the lift coefficient increases the closer the wing is placed to the 

ground. To exploit the whole potential of the wing, it is also necessary to ensure an 

attached flow over the complete surface [5].  

The last aerodynamic device is not as intuitive as the other ones, but equally im-

portant. When a vehicle travels, the engine heats up more and more. Therefore, it 

must get cooled down to ensure functionality. Hence, heat exchangers play a major 

role in the car design. From an aerodynamic point of view, the heat exchanger can be 

described as a channeled flow through a porous medium. 

The channeled flow depends on the open flow around the vehicle. The pressure dif-

ference between the inlet and the outlet is crucial for cooling as it promotes the cool-

ing air flow [2]. The pressure at the outlet should therefore be lower than the pressure 

at the inlet. By placing the outlet of the channeled flow at the right location, it can 
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also have a positive effect on the local boundary layer as the local pressure is changed. 

Due to this, the heat exchanger can be designed to be used as an effective aerody-

namic device. 

Of course, significant aerodynamic effects occur only at high driving speeds and 

change proportionally with the square of it. While the vehicle is standing or driving at 

low speed, air flow between inlet and outlet of the heat exchanger can be promoted 

with the help of a fan. Vehicles which do not have a fan installed depend even more 

on the air mass flow that enters the heat exchanger while driving. It must be high 

enough to guarantee sufficient cooling of the engine parts. The exact process of the 

cooling unit will not be discussed further, as the heat transfer in heat exchangers is 

not the focus of this eBook. 

Now that we are familiar with the aerodynamics of racecars, let us look at the theo-

retical background of the simulation technique employed for their analysis. 
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3 Computational Fluid Dynamics 

In numerical fluid mechanics, different methods are implemented on high perfor-

mance computers; the topic is called "computational fluid dynamics (CFD)". The clas-

sification of computational methods is primarily based on the approach applied to 

solve the equations in the computational domain. Another criterion for classification 

is the resolution of the continuum. The governing equations of fluid dynamics follow 

the assumptions of a continuum, which does not consider the atomic movements. 

The length scale and time steps cannot account for the particle nature of the fluid. 

These assumptions can be called macroscopic and are mostly used by conventional 

simulation methods. Besides the macroscopic assumption there is also the micro-

scopic assumption. The lengths and time steps are chosen in such a way that the 

atomic movements can be represented [7]. Between these two extremes is the area 

called mesoscopic. The length scale and time steps are chosen such that accumula-

tions of atoms or molecules are captured. They are known as particles. The move-

ments of single atoms are not represented.  

The validity of the governing equations of conventional computational fluid dynamics 

is limited to the macroscopic regime. However, the micro- and mesoscopic methods 

can describe the macroscopic regime fully. Hence, an analysis done in the microscopic 

regime is applicable even for the cases where the continuum assumption is valid and 

is in a way an “all inclusive” solution   [7].  
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3.1 Approaches in Flow Modeling 

While solving a problem using any computational method, it is often possible to sim-

plify the physical model that is applied. The available models differ in the level of sim-

plification they introduce, especially in the level of turbulence they can capture. An-

other common simplification is that of assuming incompressible (i.e. divergence-free) 

flow, which can be introduced, e.g., into the Euler or RANS equations. On the next 

pages, we will take a closer look at some of the physical models. 

Euler method (EU) 

The Euler equations assume inviscid flow, i.e. disregard any friction-related terms; the 

dissipative terms in the governing equations of fluid mechanics do not play a role. 

While having the advantage of allowing computations to be completed quickly, this 

assumption leads to rather large deviations when applied to vehicle aerodynamics, 

which is why it is not commonly used in this field [2]. 

Reynolds-Averaged Navier-Stokes (RANS)  

The Navier-Stokes equations contain the full time-dependent turbulent behavior of 

the flow, however, as their direct solution is time consuming (cf. DNS), industrial ap-

plications usually require the introduction of a certain degree of modeling.  

Reynolds-averaging refers to a decomposition technique, where the quantities de-

scribing the flow field (Ui, p) are split into a time-averaged mean and a fluctuating 

component. The resulting system of equations requires empirical information about 

the turbulent structures in the form of a so-called turbulence model [2]. 

Large Eddy Simulation (LES) 

The computing approach of the LES method is based on an idea of Smagorinsky [8]: in 

this approach, turbulent fluctuations are resolved in time and space down to a certain 

length scale (filter width), whereas small-scale turbulence is modeled. The definition 

of large- and small-scale turbulence typically is coupled to the grid size. The finer the 

grid, the smaller the threshold for what is computed as large-scale turbulence [4].  



 

21 

For the small-scale turbulence, a subgrid-scale model is introduced that represents 

the effects of eddies that cannot be captured by the grid. A common assumption of 

these subgrid models is that of the small-scale turbulent structures being isotropic. 

Direct Numerical Simulation (DNS)  

The term “DNS” refers to the full solution of the transient Navier-Stokes equations 

without simplifications, such that all turbulent length scales are resolved. This proce-

dure requires a large amount of computational resources and is only suitable for flows 

with small Reynolds numbers (𝑅𝑒 < 5 ∙ 103). An increase in the Reynolds number by 

factor 10 demands 1000 times more computing power and a 178-fold increase of the 

memory consumption [9]. Due to the required computational resources, the DNS 

method is only used for research on turbulence. DNS simulations for realistic applica-

tions of cases like cars or airplanes with Reynolds numbers of the order of 105  −  107 

are not feasible yet [9]. 
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3.2 Discretization Techniques 

In the macros-, meso- and microscopic regime, the computing methods are quite dif-

ferent. In the following section, the computing methods capturing only the macro-

scopic behavior are called conventional methods. These methods include the Finite 

Difference Method (FDM), the Finite Volume Method (FVM) and the Finite Element 

Method (FEM). The methods, which capture the micro- or mesoscopic behavior are 

called particle-based methods [7]. Such methods include Lattice Gas Models (LGM), 

Lattice Boltzmann Method (LBM) and Dissipative Particle Dynamics (DPD). 

To apply these methods, the computational domain must be transformed from a con-

tinuous space into a collection of discrete spaces. The surface of the geometries is 

discretized by a surface grid. The fluid volume is then discretized with a volume grid, 

the task of which is to represent the air flow and important properties (vortices, de-

tachments, boundary layers) in the correct scale [10].  

The method of discretization in the different numerical approaches is different. Some 

of the methods calculate continuously and discretize only for certain arithmetic oper-

ations. In the LGM, for example, the particle velocity is discretized, and only 𝑛 differ-

ent particles velocities are allowed. Hence, a generally valid statement for all methods 

cannot be made. But the conventional and the particle-based solver can be distin-

guished by the method of discretization [7]. 

To apply one of the macroscopic computational methods, the space and time must 

be discretized in advance. This is necessary because for the Navier-Stokes equations 

the analytical solution for complex flow problems cannot yet be calculated; hence, 

the solution of the differential equation is happening numerically. For this purpose, 

the differentials were approximated as differences. How this is achieved depends on 

the method. 

The particle-based methods use particle motion and do not directly discretize the fun-

damental laws of fluid mechanics as conventional methods do. Many of the methods 

are based on functions that represent the distribution of particles in the computing 
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space. Others are based on the forces acting on a particle. All these methods describe 

the direct interaction of the individual particles using physical laws.  

 ultraFluidX and the Lattice-Boltzmann Method 

Altair ultraFluidX is based on the Lattice-Boltzmann Method. The target behind the 

whole approach is to calculate so-called particle distribution functions. The macro-

scopic values can then be calculated by taking moments of these functions. Before 

diving deeply in the theory of ultraFluidX, using LBM, the Boltzmann equation is briefly 

discussed. 

 Boltzmann Equation 

The kinetic gas theory describes the distribution of particles on a mesoscopic level. 

The following description refers to a monatomic gas. The distribution of particles can 

be described with the particle distribution function 𝑓(𝒙, 𝝃, 𝑡). This function represents 

the probability to find particles with the velocity 𝝃 = ( 𝜉𝑥 , 𝜉𝑦 , 𝜉𝑧 ) at the location 𝒙 

and the time 𝑡. The time evolution of the particle distribution functions is governed 

by the Boltzmann equation: 

                                        
𝐷f

𝑑t
=

∂f

∂t
+ 𝛏 ∙

𝛛𝐟

𝛛𝐱
+

F

ρ
∙
∂f

∂𝛏
= Ω(f)  (3.1) 

The first term represents the time derivative of the distribution function, the second 

term represents the (linear) advection, and the third term represents the influence of 

body forces on the particles. The collision operator on the right-hand side describes 

the redistribution of particle distribution functions due to collisions.  

Macroscopic fluid pressure and velocities can be computed from the particle distribu-

tion functions by taking moments, which is the link between the mesoscopic and the 

macroscopic world. 

 Discretization in ultraFluidX  

The Boltzmann equation has to be further discretized before the implementation. The 

discretization process starts in the computational domain. The goal is to achieve a 

discrete distribution function. Therefore, a discrete location and time is needed. 



 

24 

For this purpose, the space is divided into individual voxels with the specific edge 

length (∆𝑥), like the FDM. The time is discretized into time steps ∆𝑡. The distribution 

function is defined at the centroids of each voxel at every time step. For the actual 

computations, the units are transformed from the SI-Domain into the lattice domain. 

All distances on the coarse grid are defined as one. In the same way, the time step in 

the lattice domain is defined as one. By selecting these grid units, the velocity of sound 

in the LBM space can be calculated. When selecting the grid described before, the 

speed of sound turns out to be  𝑐𝑠 = 
1

√3
 [7]. It introduces a relation between pressure 

and density. 

                                                                       p = cs
2ρ  (3.2) 

                                                               cs
2 =

1∆x2

3∆t2
  (3.3) 

The coarse Cartesian background grid is combined with an octree-based grid refine-

ment. Starting from the coarsest refinement level, the mesh is consecutively refined 

towards the obstacle surface [11]. How exactly this happens must be specified by the 

user. The resolution of the flow is higher in a voxel with a smaller size. In general, the 

higher the gradient of the flow at a certain point, the higher the resolution of the flow 

should be in order to obtain a sufficiently accurate flow solution.  

The first refinement levels (RL) are typically defined via axis-aligned bounding boxes. 

Higher refinement levels closer to the geometry are either based on custom user-de-

fined volumes or defined via geometry offsets [11]. The basic grid with the edge length 

∆𝑥 is refined to the edge length ∆𝑥𝑓. 

The space and time discretizations depend on each other in the LBM. In ultraFluidX, 

the Mach number and Reynolds number are assumed to be the same on all nested 

grids. The space and time are coupled such that if the grid size of a given grid is re-

duced to half of its original dimension, then the size of the time step must be halved 

as well. This coupling of space and time results in the ratio of the edge lengths as 

follows. 

                                                                       2RLf =
∆x

∆x_f 
 (3.4) 
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𝑅𝐿 =  0 corresponds to the coarsest grid — that is, the coarsest edge length. The re-

finement factor can be calculated with RL as an exponent to base 2. 

Besides the relation of the grid in space dimension, the relation between space and 

time dimension is also very important. The two dimensions are coupled in the dimen-

sion of the velocity.  

                                                                      ∆t =
∆x

∆u
  (3.5) 

As already mentioned, the above formula relates the speed of sound to each other. 

Thus, ∆𝑢 can be determined. 

                                                            ∆u =
usi

ulb
=

Ma∙cs,si

Ma∙cs,lb
 (3.6) 

On top of this space-time discretization, the Boltzmann equation must be discretized 

in velocity space as well. For this purpose, discrete velocity sets  𝒄𝒊 = (𝑐𝑖𝑥 , 𝑐𝑖𝑦, 𝑐𝑖𝑧) are 

introduced: 

                                                f =  f(x, ξ, t) ≈  f(x, ci, t) = fi(x, t) (3.7) 

Instead of allowing all discrete velocities possible in the discrete space and time di-

mensions, ultraFluidX introduces 27 specific discrete velocities. They can be denoted 

with 𝐷𝑖𝑄𝑗, where,  𝑖 determines the number of dimensions and 𝑗 the number of pos-

sible velocities. ultraFluidX uses a D3Q27 set, shown in Figure 3-1. 

 

Figure 3-1: D3Q27 velocity model, voxel with 27 possible velocities  
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On the discrete grid, the Boltzmann equation can be adapted. The Boltzmann equa-

tion introduced in chapter 3.2.2 can be discretized and simplified by making assump-

tions, ∆𝑥 =  1 and Δ𝑡 =  1 in LBM domain. 

                                   fi(𝐱 + ci∆t, t + Δt) = fi(𝐱, t) + Ωi(𝐱, t) (3.8) 

This equation describes the particles flowing with the velocity 𝑐𝑖 to the neighboring 

lattice point 𝒙 + 𝑐𝑖𝑡 in the time step 𝑡 + ∆𝑡. During the timestep, the particles col-

lide; this is represented by the already known collision operator Ω𝑖(𝒙, 𝑡). ultraFluidX 

uses a recent, highly accurate LBM collision operator based on cumulants [11]. 

With increasing Reynolds numbers, the turbulent content in the flow field increases. 

For this reason, the LES approach is used in ultraFluidX [26]. Before the implementa-

tion of the LBM is further explained, the LES approach is described in more detail.  

The calculation approach of the LES procedure is based on a concept by Smagorinsky 

and was developed by Speziale and has already been explained in detail in chapter 

3.1. It is based on the assumption that the large-scale turbulent structures absorb the 

energy from the main flow. The turbulent structures transport the momentum and 

energy to the small-scale turbulent structures, which finally dissipate the supplied en-

ergy in the form of heat. In contrast to the small-scale turbulences, large-scale turbu-

lences are strongly anisotropic and have to be resolved completely. The structure of 

the small-scale turbulences can be described to be very similar in many flows. They 

can be assumed to be isotropic. The small-scale turbulences are filtered out and mod-

elled; in return, the large-scale turbulent structures have to be captured by the nu-

merical grid [2]. For filtering, a low pass filter is applied to all flow quantities. In this 

case, the relevant quantities are the distribution function, the collision operator and 

the Boltzmann equation, which are filtered [12]. 

The LBM consistent LES-model comes with the Smagorinsky turbulence modelling ap-

proach. An additional wall modelling technique is based on the work of Malaspinas 

& Sagaut [13]and Wang & Moin [14]. 
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When it comes to computing, an analogy to the LGM in chapter 3.2 can be drawn. The 

LBM is also divided into a collision step and a subsequent propagation step. The pro-

cess can be illustrated in 2D using the D2Q9 velocity model, see Figure 3-2. 

 

Figure 3-2 : Collision and propagation step represented in 2d by the D2Q9 speed set 
(Krüger, 2017) 

First, the individual particles collide in the figure above on the left. The particles move 

from the neighboring node to the center node, and the particles from the center node 

move to the neighboring nodes. As the collisions occur, the particle distribution func-

tions change. The collision operators Ω𝑖  typically depend on the density and the mac-

roscopic velocity u, that can be locally calculated by taking moments of the particle 

distribution functions [7]. 

                                                        ρ(𝐱, t) = ∑ fi(𝐱, t)i  (3.9) 

                                                     u(𝐱, t) =
1

ρ
∑ cifi(𝐱, t)i  (3.10) 

With these quantities, the collision step can take place, yielding the distribution 𝑓𝑖
∗ 

after the collision. In the next step, the particles propagate to the adjacent nodes, 

which can be seen on the right side of the figure.  

At solid boundaries, the particles do not flow into solids. Instead, so-called bounce-

back rules are used. When a particle hits a fixed geometry, it is thrown back into the 

fluid domain. This influences the distribution function, so it determines the further 

movement of the particle. 

Collision Propagation 
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At inlet or outlet boundaries, where the fluid flows in or out, "wet node" boundary 

conditions are applied; the distribution of the particles at these nodes is explicitly cal-

culated from the macroscopic boundary conditions (e.g., for the inflow velocity) [7]. 

Those boundary conditions, and several other model extensions lead to the capability 

of ultraFluidX to model porous media zones, support for moving floors (single- and 

five-belt systems), static floors with boundary layer suction, and rotating wheel 

models (straightforward wall-velocity boundary conditions or more advanced 

MRF approaches) [11]. 

The development of information technology has increased the performance of com-

puters more than 30,000 times in the last 50 years, which is very beneficial for numer-

ical aerodynamics. To achieve shorter calculation times and larger solving capabilities 

in the order of many magnitudes, the usage of the so-called parallel computing is piv-

otal. ultraFluidX highly benefits from the computational power of the massively par-

allel architecture of GPUs and can additionally make use of multiple GPUs through an 

efficient implementation based on CUDA-aware MPI [11]. It achieves extremely high 

calculation speeds with its excellent implementation.  
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4 Simulation of the Formula Stu-

dent Racecar egn18-ev  

In this chapter, we will describe the simulation setup for a small race car. Here, we 

shall demonstrate all the functions that ultraFluidX is capable of, including the mod-

eling of rotating tires, porous media and a moving wind tunnel floor. The setup is 

based on a recent thesis based on ultraFluidX [15]. 

The simulation process can be subdivided into three basic steps, see Figure 4-1 [2]. 

 

Figure 4-1: Steps of a simulation process 

The preprocessing is split into the surface mesh preparation in HyperMesh and the 

setup of the simulation in Virtual Wind Tunnel. The solving section is all about the 

resources and the run time ultraFluidX consumes during the simulation process. In 

the last chapter, the post-processing of the results and the conclusions derived are 

reported. Before we dive deep into the topic, the model for the simulation is briefly 

introduced. 

  

Preprocessing Solving Postprocessing
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4.1 The Formula Student Racecar and its Team 

The egn18 is an electrically powered racecar, developed by students to compete with 

students from other universities. This competition is called Formula Student. It is 

amongst the largest engineering competitions in the world, in which students of var-

ious universities take part. In 2012, the limits for aerodynamic components were 

changed by the officials. As a result, many teams started to aerodynamically optimize 

their vehicles, including e-gnition Hamburg. 

 

Figure 4-2: Logo of the e-gnition team 

e-gnition Hamburg has been participating in the Formula Student Electric since 2012. 

In the beginning, 50 students came together. Since then 9 cars have been built. The 9 

cars include 7 built from scratch and 2 modified cars that can drive autonomously. 

Nowadays, the team has a size of approximately 70 students who are building two 

cars, the electric and the driverless car. In the 2018 season, the egn18-ev (right) and 

egn18-dv (left) were built.  

 

Figure 4-3: Blue on Grey - Green accents of the egn18-ev and egn18-dv 
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 egn18-dv 

The egn18-dv was built to participate in the Formula Student Driverless. It is a revision 

of the car, which was built in 2017, the egn17-ev. Besides having an all-wheel drive, it 

consist=s of the complete aero package with a front lip, rear spoiler and side and rear 

diffusor. Steering during autonomous driving was made possible by a stepper motor 

on the steering column.  

Three LiDAR (Light detection and ranging) sensors and two cameras were installed for 

the perception of the vehicle. The camera images are evaluated using a neural net-

work. While driving, an image of the environment is created by the system. A SLAM 

(Simultaneous Localization and Mapping) algorithm is used for this purpose. This de-

termines the position of the vehicle in the world, which is why the race car works 

without GPS. 

Equipped with these specifications, it was possible for the team to win the third place 

overall at the Formula Student Germany (FSG) - Event in Hockenheim. 

 

 egn18-ev 

The egn18-ev is equipped with four engines, located at every wheel. The four AMK - 

DD5-14-10-POW engines accelerate the egn18-ev in 2.8 seconds to 100 km/h, which 

is already close to the maximum speed of 130 km/h. To accelerate this car having a 

mass of 198 kg, maximum power of up to 140 kW is available. It is restricted by the 

peak power limit of 80 kW. The power is stored in the self-manufactured lithium-ion 

accumulator, placed behind the driver. 

Every year, one of the major goals of the team is to reduce the weight of the current 

model as compared to its predecessor. The team managed to save 22 kg on the egn18-

ev and, moreover, succeeded to finish assembling the egn18-ev very early in the sea-

son. This made the vehicle the most tested one in the history of e-gnition. The inten-

sive testing phase paid off during the season: for the first time, the team won the 

Autocross in the FSN and in the same year made it to the first place of the FSA. [16] 
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Figure 4-4 : The egn18-ev cornering on the autocross track at Formula Student Ger-
many (FSG) 

In Figure 4-3 the egn18-ev is driving through one of the many corners. Due to the huge 

amount of cornering situations the egn18-ev drives with an average speed of 

60 km/h. The driving stability is supported by the aerodynamics. 

Determining and optimising the aerodynamics of a vehicle is one of the most chal-

lenging tasks in the project. It requires a lot of experience, the execution of experi-

ments in the wind tunnel and numerical simulations on modern high-performance 

computers. Such numerical simulations are nowadays a standard step in the develop-

ment of a vehicle for the Formula Student. 

Figure 4-4 shows the egn18-ev, its body strongly reminds of a Formula 1 racing car. 

The egn18 has a front wing (FW), a rear wing and an underbody. 
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Figure 4-5 : The egn18, an electrically powered racing car with all its aerodynamically 
optimized components [17] 

The front wing consists of the main wing-FW, the flaps-FW and the endplates-FW and 

is attached to the monocoque. The rear wing (RW) consists of the main wing-RW, the 

flap-1-RW, the flap-2-RW and the endplates-RW. The underbody is formed by the 

monocoque, the side diffusor and the rear diffuser. The rear diffuser is located behind 

the vehicle and is not shown in this view. 

 

Table 1 : Specifications of the egn18 

Name Value 

Axial distance 1.53 m  

Average driving speed 60 km/h  →   16.7 m/s  

Toe in at the front 0.6 m  

Toe in at the rear 0.575 m  

Camber 3 deg  

Caster 0.3 deg  

Heat exchanger inwards angle 12.36 deg  

Heat exchanger down wards angle 40.66 deg  
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4.2 Raw CAD-Geometry to Surface Mesh Data 

The preparations of the egn18-ev model for ultraFluidX were carried out using Altair 

HyperMesh. In HyperMesh, selected components imported from the CAD-program 

were joined together and subsequently discretised. After the completion of the sur-

face discretisation process, the surface mesh can be imported into VWT. The geome-

tries were imported in HyperMesh and assembled into a complete model. Due to dif-

ferent coordinates system and units, the geometry was rotated and scaled. The coor-

dinate system of the car and VWT were synchronized. 

After a successful transformation the geometry was discretised. The meshing process 

is the discretization of a continuous physical body into small surface elements. Mesh-

ing is a discipline of its own and would exceed the scope of this eBook. Hence, just a 

small report about the process in HyperMesh is given. For a comprehensive discussion 

the eBook “Practical Aspects of Finite Element Simulation (a Study Guide)” [18] can 

be recommended. In addition, the eLearning sequence “Learn Preprocessing with Hy-

perMesh” [19] is strongly suggested to fully understand this chapter. 

At first, the mesh imprint feature was used to have meshes from different overlapping 

components to sync or line up with each other. This was done so that the edges be-

tween, e.g., the endplate and wing could be captured better by the surface mesh. To 

improve the quality of the resulting mesh, the manual creation of the surface mesh 

was dispensed with and a HyperMesh tool was used. The HyperMesh function "au-

tomesh" comes with the sub-function "surface deviation", which determines the den-

sity of the mesh according to the curvature of the geometry. Since the egn18-ev has 

a lot of complex geometries and free formed parts, this function was selected to pro-

vide a suitable a surface mesh. A triangle mesh "trias" was selected under the point 

"meshtype". The size of the resulting elements depends on the input "element size" 

and "min element size". To adapt the sizes to the components and the surface of the 

egn18 as accurately as possible, all components were meshed individually. Refine-

ments were defined at the sharp and imprinted edges. In addition, the elements 
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around each part were included in the meshing process to increase the connectivity 

of the elements with each other and to create a denser volume.  

ultraFluidX does not require a closed or watertight mesh. Hence, the clean-up and 

mesh inspection time can be greatly reduced. 

In the final step, the surface mesh was exported as a .stl file to import it in VWT. The 

pre-processing in HyperMesh is therefore not a part of the tutorial. The workflow in 

VWT is discussed in the next chapter. 
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4.3 Setting up the Simulation with VWT 

As already mentioned above, the .stl file is imported as a source file. An additional .xml 

file gives all the non-geometrical information. It is generated, as described in this 

chapter, in Virtual Wind Tunnel 2019 (VWT). 

Introduction to VWT 2019 

The main functions are listed on the ribbon at the top of the application. Each function 

is represented by a tool icon. These can be categorized into actions, process settings, 

and post-processing. The workflow in VWT is to use the tools on the ribbon from left 

to the right. The actions tools, measure, scale and move are helpful at every step. 

Before we start digging deep into the topic, it is good to get an overview. 

 

Figure 4-6 : VWT interface 

VWT offers the possibility to clarify any questions regarding any feature by using the 

F1 key. By pressing this key, the online help opens directly, defining the usage and 

theory behind the feature. By pressing F2 and F3, the Property Editor and the Model 

Browser can be displayed. Using them gives a good control over all the components 

in the assembly. It is recommended to use the Model Browser for every kind of selec-

tion. The Property Editor is suitable for setting the properties accurately. 
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Figure 4-7 : Overview Model Browser 

In the preferences, which can be found in the File menu, keyboard shortcuts, mouse 

controls and further specifications can be edited. One of the settings which can be 

found there is the automatic calculation setting of VWT, called Analysis -> Wheel 

Speed Calculation.  

Due to that, that the egn18-ev wheels don’t have any contact patch area and the 

wheel speed calculation was switched to radius instead of axle-floor distance. 

 

Figure 4-8 : Wheel Speed Calculation 

After setting this option, you are ready to go. But first, you should make yourself com-

fortable with the design and the controls that VWT offers. When you feel comfortable, 

import the pre-processed egn18.stl, which comes with this eBook, into VWT. 

Getting started 

When the model is successfully imported into VWT, it is displayed in the modelling 

window. In the Model Browser, all 58 components of the egn18-ev model are listed. 
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For further information and technical specifications of the model (for example, the 

wheelbase), please refer to Chapter 4.1.2. 

 

Figure 4-9 : VWT 2019 getting started 

The following pages will guide you through the workflow and introduce tools on the 

ribbon. 

 

 Coordinate Systems 

To extract and compute the right kinematics in the aerodynamic flow field, it is im-

portant to align the coordinate systems. Non-aligned coordinate systems will lead to 

non-representative results. The coordinate systems introduced in the next steps re-

late to the theory discussed in Chapter 2.1.  

The inertial coordinate system of the egn18-ev is located on the symmetry plane in 

the rear-axis. The flow direction is in the positive x -direction. Both are already set in 

the .stl file imported to VWT. 

Figure 4-10 shows the inertial system and the moment reference system of the egn18-

ev. According to Chapter 2.1, the reference point for the calculation of forces and 

moments is set in the centre of the four-wheel contact points.  

For the pitch, roll and yaw torque in this case, the unit vectors behave as the reference 

axes. They can be set by first clicking the reference system in the Model Browser and 
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then switching to the Property Editor. Now the properties of the coordinate system 

are displayed. Change them according to the Table 2. When it is done, all desired co-

ordinate systems are set up. Let’s now continue to the next section.  

 

Figure 4-10 : Inertial and moment reference system on the egn18-ev 

 

Table 2 : Origin of moment reference system 

Moment reference system Position in inertial system 

𝑋  −0.765 m  

𝑌  0 m  

𝑍  −0.023 m  

 

 Wind Tunnel  

In this section, the wind tunnel will be set up. As already introduced, the wind tunnel 

setup is based on thesis [15]. The wind tunnel setup is given in Figure 4-10. 
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Figure 4-11 : Dimensionless Wind tunnel setup [15] 

The selected sizes lead, by the frontal egn18-ev surface, to a blockage ratio of 0.16%, 

which is common for automotive setups [5]. 

First, click the Edit Tunnel tool on the ribbon.  

 

Figure 4-12 Edit wind tunnel tool icon 

The wind tunnel size can be set by either double clicking the wind tunnel domain in 

the modelling window or by selecting the wind tunnel in the Model Browser and 

switching to the Property Editor. In the Property Editor, the position of the domain 

can be specified. 
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Figure 4-13: Wind tunnel setup – Domain size 

Apart from editing the wind tunnel properties, the inflow velocity can be set in the 

Property Editor as well. The default is 40 m/s. For this model, it is changed to the 

average speed of egn18-ev — 16.7 m/s (view page 39). Changing the speed can also 

be achieved by double-clicking the big arrow on the wind tunnel floor and entering a 

value in the micro-dialog that appears. 

 

Figure 4-14: Wind tunnel setup - inflow velocity 

After setting the simulation domain and the inflow velocity, the properties of the wind 

tunnel should look like those shown in Figure 4-14. 
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Figure 4-15: Wind tunnel setup - final properties 

 

 Identify Parts 

The Identify Parts tools assign the actual task of the part in the simulation. The car 

icon shown on ribbon is separated into three parts: the car body, the heat exchanger 

(grill) and the tires. Hovering over different parts of the icon highlights the three sub-

sets of the Identify Parts tool.  By default, all parts are assigned as the car body. On 

those parts, the default wall model of ultraFluidX is applied. If there are some parts 

which must be treated separately, they must be specified. 

 

Figure 4-16 Identify Parts tool icon 
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Heat exchangers 

The heat exchangers are located on both sides of the car. It would cost a lot of com-

puting performance to simulate the fine rips and structures in the real heat exchang-

ers. Due to this, ultraFluidX uses a model [20]. By assigning the part volumes to the 

heat exchanger region, ultraFluidX can determine where to model a heat exchanger. 

Within the porous volume, ultraFluidX models a volume force/pressure on the fluid. 

The modelling follows the relation shown in Equation (4.1). 

As seen in the equation, the inertial resistance 𝑅𝐼 and the viscous resistance 𝑅𝑉 are 

required for this modeling approach. 

                                                     −
∂p

∂x
= ρRVu + ρRIu

2  (4.1) 

The two values can be calculated with the help of simulation runs of the actual geom-

etry, where the pressure difference is measured. From the pressure data, the inertial 

and the viscous resistance can be calculated.  

For a better view of the heat exchangers, the sidepods can be made invisible. This is 

done by clicking the symbol to the left of the part name in the Model Browser.  

Now, select the grill on the Identify Parts tool. A secondary heat exchanger icon and 

dialog display. Let us start on the left side of the car. 

 

Figure 4-17 : Porous-media setup, inlet and outlet 
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With the In arrow of the Heat Exchanger icon selected, VWT is ready to setup the first 

inlet. For this, the inlet of the left heat exchanger is selected. If it is done successfully, 

the surface will turn blue. By clicking the middle section of the Heat Exchanger icon, 

the frame of the heat exchanger, the actual frame is ready to be selected. The surface 

color switches to purple. Using the Out arrow, the outlet is assigned in a similar man-

ner. The color of the outlet surface changes to red after it is selected successfully. Click 

the plus icon in the Heat Exchangers dialog to create a new heat exchanger. Use the 

same process to define the right heat exchanger. Afterwards, the heat exchangers can 

be renamed to Porous_left/right in the dialog. In addition to the geometrical identifi-

cation, the porous media parts must be setup using the Property Editor. 

In the Property Editor, the flow direction and the heat exchanger properties are spec-

ified. The flow direction is calculated automatically, but it should be double checked. 

The flow directions for each heat exchanger are listed in the Table 3. To make sure 

they are set right, select all parts belonging to one heat exchanger in the Model 

Browser by holding the Ctrl key. Switch to the Property Editor and double check the 

permeability direction. Handle the other heat exchanger accordingly. 

 

Table 3 : Heat exchanger - permeability direction 

Heat exchanger Permeability direction 

Left 
𝑝𝑑𝐿
⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

−0.7381452532103009
+0.1749845160342087
−0.6515535314242221

)  

Right 

 
𝑝𝑑𝑅
⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

−0.7381452532103009
−0.1749845160342087
−0.6515535314242221

)  

 

The flow properties of the heat exchangers must be set manually. The inertial re-

sistance is given as 𝑹𝑰 = 𝟏𝟗𝟎. 𝟖
𝟏

𝐦
 . The viscous resistance is given as 𝑹𝑽 = 𝟕𝟖𝟔. 𝟐𝟔

𝟏

𝐬
. 

To do so, select all the heat exchanger parts with the same flow properties in the 
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Model Browser by holding the Ctrl key. Switch to the Property Editor and enter the 

two values. Be careful that you have selected the matching heat components. 

Setting up the heat exchanger is done. Besides the heat exchangers, ultraFluidX offers 

the opportunity to model rotating wheels in the simulation. Let us now look at this. 

Wheels 

By clicking the wheels on the Identify Parts tool, rotating wheels for the simulation 

can be set up. ultraFluidX offers two options to model the rotating wheels in the sim-

ulation. 

1. Rotational instance -> on walls, rotational velocity is applied 

2. Rotational instance + MRF region -> on walls, rotational velocity is applied 

additional forces on fluid, in wheel area, are modelled (pre-requirements). 

This guide was set up to use the second modeling approach, rotational instance with 

an additional MRF- Region.  

Using this approach comes with certain pre-requirements. The forces, which will be 

introduced on the fluid, can only be modeled if a close and manifold volume is linked 

to them. This volume forms the space where the additional forces act on the fluid. As 

you can see in the Model Browser, the model comes with 4 MRF-components. These 

components are used in the next steps. If the MRF approach is not relevant for your 

simulation, the second step can be skipped, and the MRF-components can be deleted.  

First, click the wheels on the Identify Parts tool. Then, from the secondary ribbon, 

select the Identify Wheel tool. The parts assigned as a wheel will appear in red and 

rotational arrows will indicate the set motion. It is always recommended to do the 

selections in the Model Browser. Of course, it is also possible to select the parts in the 

modeling window.  
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Figure 4-18 : Rotational Instance - Assign Wheels 

For a better kinematic behaviour of the egn18, the camber and toe-in angle of the 

wheels are precisely adjusted.  

The camber describes a rotation around the x-axis; the toe-in angle, in contrast, is 

understood as a rotation around the z-axis [6]. The camber for the wheels on the right 

side is re = 3. The toe angle for the wheels on the right side is set to an angle of re = 

0:3.  

Beside these angles, the spinning rate is important as well. ultraFluidX requires the 

spinning rate to be given in revolutions per minute (rpm) [20]. To calculate it, it re-

quires the knowledge of the travel speed and the tire diameter. The tire diameter can 

be read from the specifications of the wheels listed in Chapter 4.1.2. The travel speed 

corresponds to the inflow velocity. Putting this information in context leads to: 

                                                         ω =
u

r
→ ωrpm = ω ∙

60

2π
  (4.2) 

Don’t worry, VWT comes with a function which automatically calculates the spinning 

rate and spinning axis by taking the information about toe and camber into place. By 

clicking one of the wheel components in the Model Browser and switching to the 

Property Editor, the exact settings can be checked. Wheel center, wheel axle and ro-

tational speed (rpm) are listed. 
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Figure 4-19: Properties of the rotational instance 

As seen above, the auto calculation function is active and the spinning rate and spin-

ning axis get calculated. If not, then use the values in Table 4 can be used. Use the 

table to double-check your entries. 

Table 4 : Rotating Instance - Properties 

Rotating In-

stances and 

MRF 

Origin Axis Revolutions – 

per minute 

Front - Left 
𝑟𝑐𝐹𝐿⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (

−1.53
−0.6

0
) 𝑟𝑎𝐹𝐿⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

−0.00522878
−0.99861584
0.0523359

) 
678.60 

Front -Right 
𝑟𝑐𝐹𝑅⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (

−1.53
0.6
0

) 𝑟𝑎𝐹𝑅⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (
−0.00522878
0.99861584
0.0523359

) 
-678.60 

Rear-Left 
𝑟𝑐𝑅𝐿⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (

0
−0.575

0
) 𝑟𝑎𝑅𝐿⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

−0.00522878
−0.99861584
0.0523359

) 
678.60 

Rear-Right 
𝑟𝑐𝑅𝑅⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

0
0.575

0
) 𝑟𝑎𝑅𝑅⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (

−0.00522878
0.99861584
0.0523359

) 
-678.60 

 

For step two, MRF_regions were generated during pre-processing in HyperMesh. 

Click the wheels on the Identify Parts tool. From the secondary ribbon, select the MRF 
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tool. Now each wheel with the including MRF-region must be selected. Select a wheel 

to define the rotating frame. 

 

Figure 4-20 : Setting up the MRF 

After selecting a wheel, switch to the MRF button on the guide bar and select the 

included Volume, called “MRF_****_*”, where forces on the fluid should be applied. 

 

Figure 4-21 : MRF region selected 

Confirm the selection by clicking the play button on the guide bar. If everything is set 

up properly, the MRF-Region changes to blue and becomes transparent. The same 

procedure must be carried out with all 4 wheels. Use the guide bar buttons to filter 

your selections. Finally, as shown in Figure 4-21, the parts of the egn18 are identified. 
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Figure 4-22: MRF and rotational instance setup completed 

 

 Normals  

ultraFluidX determines the location of fluid and solids based on the direction of the 

surface normals. If they are pointing outwards of the object, the fluid will be intro-

duced correctly. For a check of the pre-processed model, the surface normal direction 

can be displayed by clicking the Normals tool on the ribbon. The direction of the nor-

mals are indicated by the colours red and blue. 

 

Figure 4-23: Normals – Displaying the surface normal direction 

The red colour signifies outwards pointing normals, the blue colour inwards pointing 

ones. Adjust the wrong parts by clicking them. Due to the automatically selected nor-

mal correction tool, the selection of a part leads to an inversed surface normal. The 
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“Unify All” option on the guide bar automatically adjusts all surface normals. When 

all the normals are adjusted, all the parts of the egn18-ev become red. 

 

Figure 4-24: Normals - Unified surface normal directions 

 

 Mesh Controls  

The LBM solver in ultraFluidX is based on a cartesian grid. This grid is combined with 

an octree-based grid refinement. It can be customized by using the Mesh Controls 

tool. The mesh setup will be split in the four sub-sections according to the Mesh Con-

trols secondary tools. 

1. Far field 

2. Box 

3. Offset 

4. Custom 

Starting in the far field from a relatively coarse cartesian background grid, the mesh 

is consecutively refined towards the surface. The outer levels are typically defined via 

boxes. Higher refinement levels closer to the surface are either based on geometry 

offsets or user defined custom volumes. According to section 3.2.3, the mesh spacing 

is reduced by a factor of 2 between each refinement level. The coarsest grid forms the 

reference and is defined by refinement level 0.  

Far field 
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The Far Field tool is used to define the size of the coarsest grid, the background grid. 

Note that this has an influence on the time step size as well, as discussed in Chapter 

3.2.3. In this simulation an edge length of 𝑥𝑐 = 0.192 m is used on the coarsest grid.  

 

Figure 4-25: Far field - setting the coarsest voxel size 

Box 

The transition from the coarsest voxels to the finer ones is achieved by using box re-

finements. The boxes scale the voxels down to refinement level 6, which corresponds 

here to a voxel size of 3mm. Therefore, five boxes for the whole car and two boxes 

for specific parts of the car are needed. 

 

Figure 4-26: Outer box 

To create one of the boxes for the whole car, click the outer box on the Box tool. With 

the tool selected, click anywhere on the model body to create the refinement box. A 

refinement box around the whole car and an additional microdialog should appear. 
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Figure 4-27: Creation of a box refinement around the egn18 

To display all information, switch to the Property Editor. The width, height and length 

of the refinement level can be entered. 

 

Figure 4-28: Box refinement (RL1) around the egn18 

Besides entering the size of the refinement level, the origin and the refinement level 

must be adjusted. Since this is the first refinement level, the level number must be 

changed to 1. Often, it is suitable to change the name of the refinement box to have 

a better overview. After entering all values, the first refinement box is created. 
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Figure 4-29: Property Editor refinement box 1 

This procedure must be repeated 8 times until all refinement levels are initialized. 

Click the plus icon in the microdialog to continue creating refinement boxes. The exact 

dimensions and origin of each individual refinement box are summarized in Table 5. 

Table 5 : Box Refinements 

Name  Size  Zone Extents 

Box 1 17.3m × 8.5m × 4.783m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−8.65m −4.25m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (8.65m 4.25m 4.55m)⊺ 

Box 2 9.85m × 4.4m × 2.533m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−4.925m −2.2m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (4.925m 2.2m 2.3m)⊺ 

Box 3 7.2m × 3.52m × 2.273m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−3m −1.76m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (4.2m 1.76m 2.04m)⊺ 

Box 4 5.4m × 2.1m × 1.85m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−2.6m −1.05m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (2.8m 1.05m 1.617m)⊺ 

Box 5 5.28m × 1.62m × 1.45m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−2.55m −0.81m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (2.73m 0.81m 1.217m)⊺ 

Box 6 - FW 3.2m × 1.6m × 0.233m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−2.42m −0.8m −0.233m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (0.78m 0.8m 0m)⊺ 



 

54 

Box 6 - RW 1.2m × 1m × 0.9m cmin ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (−0.2m −0.5m 0.27m)⊺ 

cmax ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  = (1m 0.5m 1.17m)⊺ 

 

Because the surface curvature and the wall shear stress of front wing and rear wing is 

huge, each part got its own additional refinement box.  

In addition to the refinement boxes, offset refinement zones around specific surfaces 

are introduced to resolve some regions with even finer voxels. 

 

Figure 4-30: Refinement zones 

Offset 

Components with higher wall shear stress require a higher resolution close to the ge-

ometry [8]. Instead of introducing additional refinement boxes around the compo-

nent, ultraFluidX allows to specify surface-aligned offset refinement regions, that al-

low to increase the grid resolution locally.  Similarly, parts with high surface curvatures 

were picked up and resolved to 0.003 m or finer, corresponding to RL >= 6. 

In the figure below, the colour indicates the size of the touching voxel. Parts in green 

are resolved with 3mm and parts in blue are resolved with 1.5mm. 
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Figure 4-31: Offset refinements on parts 

To generate a volume with an offset from a part, the normal distance (offset) to the 

part is necessary. The table gives a detailed overview about the offset properties for 

every part (view Table 6). 

Table 6 : Properties of the offset refinements 

Part colour Refinement level  Normal distance Number of Layers 𝒚+ 

Blue 6 0.012 4 290 

Green 7 0.006 4 145 

 

To introduce the offset refinement conditions into the VWT model, the Offset tool 

must be selected. Now every part with the same offset properties can be clicked and 

summed up in one offset component by holding the Ctrl key. The values related to the 

parts from the Table 6 must be entered in as the shown small window. 
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Figure 4-32: Entering offset properties 

By switching to the Property Editor, the name and the properties can be changed. This 

process must be carried out for all offset refinements. 

Custom 

The last refinement option, Custom, gives the user the opportunity to specify custom 

volumetric refinement zones. This option is used for the egn18-ev model to capture 

the stagnation point and the flow around the tires better. Note that the custom volu-

metric refinement zone has to be added to the stl file as a separate part.  

By clicking on the Custom tool, the parts to be converted into a mesh refinement vol-

ume can be selected. They can be found in the Model Browser under the prefix “Cus-

tom_6_wheel_****”. When a part is selected successfully, it will change to a trans-

parent yellow. In the microdialog, the refinement level assigned to this volume should 

be entered. In this case, the refinement level of the custom parts around the tires is 

6. Finish the process by defining the other three custom zones in a similar manner.  
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 uFX Gap 

The Find Gaps tool allows the user to do a quick mesh check using the current mesh 

controls. Then, the mesh is examined to find regions where there is only one voxel 

left between no-slip walls. These regions are then shown to the user. For the current 

version, this function is available on Linux only. However, there are ways to import 

the results of the gap calculation from a Linux machine onto a windows machine. You 

can refer to the VWT User Guide to see how to use it [21].  

For those users who use windows, you may examine the mesh created using mesh 

preview. The mesh quality can be checked by activating the mesh preview option in 

ultraFluidX. The mesh is written to the output folder and can be studied [20]. 

 

 Material 

The Material tool is the connection to your material database. By clicking the Material 

tool, a dialog with two tabs will open. The first tab is the global material library, which 

shows the ultraFluidX default materials. Under the My Materials tab, you can set-up 

your own materials. In this tutorial, the default setting of ultraFluidX is used. It can be 

chosen by selecting Air in the Fluid Material drop-down menu, shown at the bottom 

of the Materials dialog. 

 

Figure 4-33: Material properties 
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 Belt Systems  

When examining vehicle aerodynamics in a reference frame that is moving with the 

vehicle, the ground moves. In ultraFluidX, this can either be modelled by a fully mov-

ing ground or by moving belt systems. Such belt systems are required if an equivalent 

wind tunnel setup is supposed to be simulated. The Belt Systems tool introduces 5 

belts by default — one for each tire and an additional one for the undertray to simu-

late the moving street. Each belt can be edited in the Property Editor. The belts move 

with the same velocity as the free-flow. By moving the belts and resizing them, they 

can be adapted to your actual wind tunnel setup.  

 

 Run 

The last option on the ribbon is the Run tool. It shows five different options upon 

hovering over it. Some of them are post-processing tools, which can be used later.  

1. Clicking the car opens a window to import simulation results, which can be 

plotted on the car’s surface. Therefore, the values to be represented should 

be selected. The imported values can be determined by referring to the win-

dow [20]. 

2. The graph in the upper-left corner generates a plot of the aerodynamic coef-

ficients. The coefficients can also be set before the run by importing a plot 

[20]. 

3. The calendar in the upper-right corner shows the run history. All executed 

runs are stored. Details like model, status or elapsed time are listed. Plot Re-

sults and View Results can be used for all the previous runs immediately. 

4. The organizer in the lower-right corner gives the information about the status 

of all your ongoing simulations. 

5. The play icon is used to start a simulation. It also includes the export function 

to save the solver deck and run it elsewhere. A detailed description will follow. 

Before the actual run, it is necessary to generate the input data for the solver. Often, 

the solver deck of the case is exported, and the case is run on a high-performance 

GPU-cluster instead of the local machine. To set up all the relevant execution param-

eters and generate an input deck for ultraFluidX, press the play icon on the Run tool. 
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Figure 4-34 : Setting the run properties for ultraFluidX 

The additional window, shows the default global properties for the CFD solver. At the 

top the job name and the numbers of GPUs can be specified. If the Job is not running 

on the local machine, the two parameters don’t have an impact on the run of the 

simulation, as they have to be specified manually upon launching the solver. 

The settings below are split in the analysis settings and the result setup settings. Fig-

ure 4-35 shows all the options that can be set, in detail. 

 

Figure 4-35: Simulation properties - analysis 

The analysis setup section handles all the solution-relevant parameters. First, the in-

flow speed can be changed (if it wasn’t set earlier as described in Chapter 4.3.2). The 
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analysis type is unchangeable since ultraFluidX is a transient solver; thus, information 

about the physical run time is needed. By clicking the flash icon next to the run time 

field, a run time corresponding to 30 flow passes is automatically calculated. One flow 

pass refers to the time it takes for a single fluid particle to completely stream over the 

entire body of the car. In general, 30–50 flow passes are suitable to reach convergence 

in automotive setups. The number of time steps is directly obtained by entering a run 

time and relates to the equations discussed in Chapter 3.2.3. By allowing time step 

scaling, the number of iterations can be decreased to achieve the same physical sim-

ulation time with less iterations. The scaling factor is called Mach factor and can be 

handled as multiplier of the Mach number. Attention: ultraFluidX is a weakly com-

pressible LBM formulation, which is only valid up to approx. 𝑀𝑎 =  0.4. 

After selecting the created material (Material Chapter 4.3.7) in the Fluid material 

drop-down menu, the analysis properties are almost specified completely. The three 

remaining checkboxes allow to further fine-tune the simulation. If the "moving 

ground" parameter is active, the ground moves with the inflow velocity. The “rotating 

wheels” option must be active as well to use the identified wheels and MRF regions, 

which were set up during this guide. The “mesh preview” option offers an opportunity 

to check your mesh setup. If it is enabled, the mesh is exported to the running folder 

and can be processed [20]. 

The results-output setup is done in the bottom half of the dialog. Here, just a few 

inputs are needed. These are not crucial for the simulation. They just give the oppor-

tunity to customize the data output. 

 

Figure 4-36: Setting output frequency 
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In Chapter 4.3.1, a specific moment reference system was set up. It should be selected 

to achieve forces and moments represented in this moment system. The output fre-

quency depends on your objective. If structures of the transient flow field are the 

main interest the output, frequency may be adapted. In the User Guide, which comes 

with ultraFluidX, more options for the result output are mentioned [20]. For this case, 

an output frequency of 500 is enough. When the output frequency is changed, always 

ensure that enough disk space is available. 

Finally, the “Export” button can be clicked. You can find the input solver deck and 

the .stl file in the output folder. 

  



 

62 

4.4 Run the Simulation  

This chapter summarizes everything about running the simulation. Before it is time to 

execute the run, a look at the computational resources and times is beneficial. Some 

tests were carried out to get an idea of the hardware resource requirements and the 

scaling abilities for the case. The details of the setup case are shown in       Table 7. 

“ultraFluidX can achieve turnaround times of just a few hours for simulations of fully 

detailed production-level passenger and heavy-duty vehicles. As far as scaling effi-

ciency is concerned, ultraFluidX shows a very good weak scaling behaviour with a par-

allel efficiency above 95% for an empty wind tunnel case. Even for a realistic automo-

tive production case, ultraFluidX scales very well up to eight GPUs on all tested hard-

ware configurations, irrespective of whether it is in a shared-memory system or a 

massively-parallel multi-node configuration” [22]. 

In this specific case some tests on the Altair cluster were performed. The cluster has 

a 256 GB RAM and is equipped with 8 Tesla K80 graphics cards. It runs on 32 CPUS. 

Different CPU and GPU setups were tested. The information about the run time and 

the memory consumption are shown in Table 8. 

      Table 7 : Properties egn18 case 

Description Value 

Maximum voxel size 0.192 m 

Minimum voxel size 0.0015 m 

No. of total fluid voxels 143,100,245 

No. of fine equ. fluid voxels 58,896,646 

Physical simulation time 5.16864 s 

No. of iterations 16000 

Time increment 0.00032304 s 

Inlet velocity 16.7 m/s 
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The simulation time is divided into the preparation time and the computation time. 

In the preparation time, the fluid voxels are created. For representative production 

level cases, the mesh generation can be done within one hour [11]. After the volume 

mesh is created, the actual computation starts. The computation time is the time it 

takes to finish the prescribed iterations. 

Table 8 : Runtimes - ultraFluidX 2019 egn18-ev 

Setup Preprocessing 

Time 

Computa-

tional Time 

Total Run 

Time 

Memory Con-

sumption 

(CPU) 

Memory Con-

sumption (GPU) 

8xK80/9CPU 3036 s 211869 s 215047 s 201.714 GB 59.547 GB 

6xK80/7CPU 3197 s 273956 s 277345 s 191.712 GB 57.354 GB 

1xK80/2CPU 4631 s - 5000 s 189 GB - 

8xV100/9CPU 3031 s 58019 s 61050 s 206.13 GB 61.2 GB 

 

The first three test cases were carried out on the already introduced Nvidia K80 cards. 

Test run four reports the time and hardware resource requirement for a high-end 

performance computing machine. These values can be considered to be the repre-

sentative for the maximum achievable performance. 

The limiting resource for the simulation is the CPU memory. The server for this simu-

lation should have at least 256 GB of RAM. It is recommended to have a setup of 8 

GPU and 9 CPU cores to spread the memory consumption on more devices. By using 

these resources, a simulation time of about 215047s, which is about 2 days 12 hours 

can be achieved.  

With respect to the memory consumption on the GPU, the minimum requirement 

would be to have at least a ~60GB graphical memory (5xK80 ~12GB card). Realistically, 

it is recommended to take at least 6xK80. The test results show that a simulation of 

this case is then done in around 3 days and 4 hours. 

If there are some bottlenecks with resources, a solution would be to use the mesh 

restart option. Using the mesh restart function on this case, a mesh.bin of 13GB is 
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created. If a mesh file is given, the highly CPU-memory-intensive pre-processing is 

skipped on the computation machine. For more information refer to [20].  

To start the simulation, log in onto your computational resource. In this case, the 

server is running on Linux. Make sure that the whole HyperWorks CFD-solver package 

is installed, and the environment variables are set properly. Upload the two files, 

which were generated in Chapter 4.3.9. You may want to put them in a specific direc-

tory; if that is the case, switch to your preferred directory. 

By executing “ufx”, the help of ultraFluidX is displayed in the terminal. 

The source files are online, so the environment is good. Check the GPU-devices by 

executing nvidia-smi. It should show all the devices and the device properties. Every 

device has an id number. To specify the devices which should be used for the job, 

execute the following command. 

Finally, start the simulation by using np=x+1 processes, if x CUDA devices were speci-

fied. Ensure that the running folder includes the .stl file as well. 

After this, the simulation starts running. For information about the process please re-

fer to the uFX_log. 

  

uFX [options] 

Options: 

  -np <int>         number of processors (2 by default) 

  -inpFile <file>   input file 

  -h                display this help 

set CUDA_VISIBLE_DEVICES=$ID’s separated with comma$ 

ufx -np $Number of processors$ -inpFile $inputfile.xml$ 
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4.5 Simulation Results  

Once the simulation finishes, all the results are written into the simulation output 

folder. The folder has the following structure: 

• Simulation Output folder 

o uFX_surfaceData 

o uFX_sectionCuts 

o uFX_probeData 

o uFX_meshData 

o uFX_fullData 

o uFX_coefficientsData 

o uFX_summary.txt 

o uFX_solver_deck_specified 

o uFX_solver_deck_effective 

o uFX_log_$timestamp$ 

For additional information, please refer to the “Altair ultraFluidX 2019 – User Guide” 

[20]. Before looking at the results, it is recommended to check the mesh and the con-

vergence. The mesh can be checked by post-processing the information in the 

meshData folder. By loading the uFX_MeshPreview.case file into your post-processing 

software, information about the state of the individual voxels can be displayed. 

 

Figure 4-37: Mesh preview of the egn18 

Figure 4-37 shows the mesh preview and the outline of the egn18 vehicle in the sym-

metry plane with respect to the y-axis colored by the “boundary” field. This field 
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contains information on the voxel type, with values ranging from -1 to 5. (Details on 

these values can be found in the user manual [20], under the keyword <mesh_pre-

view>). As seen in Figure 4-37, the voxel value is changing from 0 (“fluid”, outside of 

the vehicle) to -1 (“solid”, inside of the vehicle). This confirms that the model of the 

egn18 vehicle is watertight and that the normals point outwards. In addition to that, 

the assignment for inlet, outlet and slip wall boundaries as well as the boundary type 

for rotating and moving boundaries can be checked.  

The next check concerns the progression of the coefficients. It can be done by plotting 

the instantaneous coefficient values over the number of iterations. For that purpose, 

all coefficient data can be found in the folder uFX_coefficientsData, which is included 

in the simulation output folder. 

 

Figure 4-38: Progression of aerodynamic coefficients in iteration domain 

 

Figure 4-38 shows the values of CD (yellow) and CL (green) over the number of itera-

tions. At first glance, it is noticeable that both curves show a strong variation at the 

beginning and then stabilize to a mean value with minor fluctuations. This is the ex-

pected behavior, with the forces on the vehicle varying strongly during the ramp-up 

phase of the flow, while only small fluctuations are present once the flow is fully de-

veloped. As the simulation is transient and covers unsteady phenomena, the force 

coefficients are not expected to be constant. 

CL  

 

CD 
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If the temporal evolution of the force coefficients displays huge fluctuations and/or 

the mean values are not converging, the running properties should be checked. In the 

case discussed here, however, everything looks correct; we can continue to look at 

the results. 

 Total Force Coefficients 

The total values of the force coefficients describe the loads acting on the egn18 vehi-

cle in the moment reference system discussed in section 4.3.1. These values are suit-

able to compare different vehicle configurations and allow to deduce conclusions 

about the driving behavior and the power consumption. 

Table 9 summarizes the force and moment coefficients obtained by equations (2.1) 

and (2.2) as well as the total forces and the moment around the y-axis: 

ci =
Fi

Aproj,x∙0.5∙ρ∙u2 →   i ∈ {D, L, S}                                 (2.1) 

Coefficient Resulting Force/Torque 

𝐶𝐷 = 1.06515 +187.56 N 

𝐶𝐿 = −1.78983 −315.16 N 

𝐶𝐿𝑓
= −0.89492 −157.58 N 

𝐶𝐿𝑟
= −0.89492 −157.58 N 

𝐶𝑆 = −0.01424 −2.51 N 

𝐶𝑀𝑦
= −5 ∗ 10−6 −1.35 ∗ 10−3 Nm 

Table 9: Total Force and Moment Coefficients 

 

The positive drag force of +187.56 N indicates that this force is, as expected, acting 

opposite to the driving direction of the vehicle.  

The lift force acts in negative z-direction, i.e. as a downforce on both front and rear 

wheel axes, increasing the grip of the car. This downforce of -315.16N ads thus to the 

weight of the egn18 (200kg, i.e. 1962.00 N), leading to a total load of −2277.16 N on 

the ground. 
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The downforce is equally distributed to the front and the rear axles; both coefficients 

for the rear and the front part indicate the exact same value. This is often considered 

to be the optimum as the car is neither over- nor understeering and the driving be-

havior is neutral.  

The side force coefficient indicates a small asymmetry in the egn18 topology. The total 

load can be calculated to be −2.51 N. Looking at the model of the egn18, some parts, 

for example the rear wing attachment, can be identified as the unsymmetrical parts. 

To identify the origin of the forces, the text file uFX_coefficientsPerPart_Avg can help. 

Another option to investigate the origin of a force is the sectional drag/lift plot. Details 

about this plot and its potential for the analysis are discussed in section 4.5.2.  

Before this is done, however, the heat exchanger flow rates should be analyzed. They 

are indicated in the simulation summary and give a first impression on how the cool-

ing approach works. 

When the egn18 drives forward, the air flowing towards the vehicle gets slowed down 

in front of the sidepods, and a stagnation point is formed. In this region, the pressure 

is at its local maximum. This location is identical to the inlet of the heat exchanger. 

The outlet of the heat exchanger is placed in a low-pressure area of the flow so that a 

pressure difference can be achieved. Driven by this pressure difference, air starts 

flowing through the heat exchanger, which is modeled as a porous medium with user 

defined values for inertial and viscous resistance. 

At the driving speed of 16.7m/s, the mass flow in the heat exchangers converges to 

0.0601 kg/s for the right and left side, respectively. This information is useful when it 

comes to deciding whether additional cooling devices (e.g. a fan) are required.  
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 Sectional Drag/Lift 

The sectional drag/lift plot is the most common postprocessing technique in external 

automotive aerodynamics. By plotting the coefficients in relation to main geometric 

features, the origin of forces can be spotted easily. 

 

Figure 4-39: Sectional Drag/Lift of the egn18 

In Figure 4-39, the progression of the drag and the lift on the egn18 is shown. The 

abscissa represents the x-coordinates along the vehicle. The ordinate shows the value 

of the dimensionless coefficients. In the background of the plots, the contour of the 

egn18 is shown in the right scale.  

The blue line represents the value of the lift coefficient. Local minima (i.e. strong 

downforces) are reached at the front and the rear wing. The red line represents the 

drag value. The maximum is located at the rear wing. The force distribution around 

the tire is mainly influenced by the tire rotation. The impact of the magnus effect at 

the tire can be recognized [5]. As expected, the mid section of the car contributes only 

little to the lift and drag loading. 

Using the sectional drag/lift diagram, design options can be compared in their overall 

performance as differences can be spotted easily. If deeper investigations are needed, 

however, the full flow field needs to be considered. 
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 Section Cuts 

As mentioned before, the analysis of the total force coefficients should be extended 

by an evaluation of the flow field itself. By looking at a section cut, a detailed under-

standing of the local processes can be obtained. Exemplarily, three different section 

cuts in different planes along the y-axis will be discussed here.  

Figure 4-40 shows the egn18 outline in the symmetry plane. The color indicates the 

time averaged pressure. Blue is assigned to the lowest value and red to the highest 

value. 

 

Figure 4-40: Section cut – Y (symmetry plane): time averaged pressure 

The figure shows that in the regions in front of the monocoque, in front of the driver 

and in front the rear wing the pressure reaches local maxima. This indicates that in 

these regions, the overall velocity is low, being zero at the local stagnation points. 

Under the wings and the monocoque, the pressure is at its minimum and hence suc-

tion areas are formed. The velocity of the flow is high. As discussed in Chapter 2, the 

direction of the resulting forces in the flow field can directly be obtained. The egn18 

experiences downforce. 

Besides the components in the symmetry plane, the considerable peaks in the CL and 

CD curves in the tire region should be investigated. Therefore, the section cut was 

moved about 0.55m in y-direction to a plane cutting through the wheels. 
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Figure 4-41: Section cut – Y (wheels): time averaged pressure 

Figure 4-41 shows the pressure distribution around the modeled turning wheels. 

Looking at the front tire, the stagnation point in the upper forward section is notice-

able. Due to the rotational movement of the tire, the boundary layer is not formed 

like that on a static wall: The velocity at the wall can be deduced from the wheels 

turning rate and the radius. Taking this into account, the air flow above the tire gets 

decelerated, and a boundary layer with zero velocity at a point in the flow field is 

formed. The moving wall has an impact on the stagnation point as well. For a cylinder 

in cross flow, the stagnation point is located at the position where the surface normal 

is directed opposite to the global flow direction. When the cylinder is rotating, the air 

around it is accelerated in the area where the rotation is aligned to the direction of 

the flow and decelerated where the rotation acts against the direction of the flow, 

thus moving the stagnation point. In the case of a car, the wheels rotate in counter-

clockwise direction and the stagnation point moves upwards.  

Finally, the functionality of the heat exchangers should be checked. Figure 4-42 shows 

a section cut through the heat exchangers. At the inlet region of the heat exchangers, 

a high-pressure region can be spotted. The flow has a small velocity. The air flows in 

the user specified direction through the porous medium. On the way through the po-

rous medium, the pressure decreases to the outlet value prescribed by the flow be-

hind the heat exchanger. 
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Figure 4-42: Section cut – Y (heat exchanger): time averaged pressure 

The last three figures showed the time averaged pressure in the flow field; in addition, 

ultraFluidX provides output for instantaneous pressure, velocity and wall shear stress.  

To conclude this eBook, a look at the wall shear stress distribution should be taken. 

The wall shear stress is often considered as an indicator for turbulence. Figure 4-43 

shows the time averaged wall shear stress mapped to the vehicle surface, with regions 

of high wall shear stress being colored in red. On the egn18, the wall shear stress is 

elevated over much of the surfaces, indicating highly turbulent flow features espe-

cially on the rear wing. 

 

Figure 4-43: Surface mapping of the wall shear stress on the egn18 

Of course, in addition to all these investigations, there is still a lot to discover. Inves-

tigate the phenomena you don’t understand, search for the “why” and you will un-

derstand it.   
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